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Abstract The traditional method of diagnosing crop diseases by expert visual observations is expensive, time-consuming, and
prone to errors. Convolutional Neural Network (CNN) models offer promising alternatives, but are not easily accessible to
farmers in rural areas due to high resource requirements and reliance on Internet connectivity. Lightweight models operating on
resource-limited devices without Internet access are crucial to address this gap, where pruning is a promising approach. This
report introduces a novel pruning method that uses gradient analysis. By examining the weight channel with a low magnitude
value of gradient descent, we identify and eliminate less significant weights, without compromising its accuracy. Experiments
show that the proposed method improves the accuracy, and reduces the number of parameters and inference time.
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1. Introduction
Crop diseases pose a formidable challenge to global food secu-

rity, causing substantial production and economic losses, estimated
at $220 billion annually by the United Nations Food and Agricul-
ture Organization (FAO) [12]. These diseases not only result in an
insufficient human food supply, but also disrupt farmers’ income-
generating activities. Maize, one of the dominant food crops, is
particularly susceptible to various diseases, despite its global yield
of $1.2 billion in 2020, with a productivity of 6.0 t/ha [13]. Conven-
tional crop disease diagnosis methods rely on visual inspection by
experts, utilizing their in-depth knowledge of crop diseases, and their
symptoms. This process is not only time-consuming and expensive,
but also prone to human error due to subjective perception.

The advent of Deep Neural Networks (DNNs), particularly in im-
age processing techniques, has revolutionized precision agriculture
promising to reduce labor costs, and high accuracy [43]. Previous
studies, such as that by Zhang et al. [54], have proposed improved
CNN (Convolutional Neural Network) models for crop disease de-
tection. However, these models are computationally expensive and
require significant memory due to over-parameterization, a common
characteristic of DNNs [9]. This imposes high computational and
memory demands for inference, making these solutions less acces-
sible to farmers. Moreover, to address connectivity issues in remote
cultivation areas, deploying these models on resource-limited de-
vices is essential for wider adoption.

To address these challenges, we propose a lightweight object de-
tection DNN model specifically designed to detect crop diseases. In
this report, specifically, pruning [22] is the process of simplifying
neural networks by removing unimportant and redundant weights,
channels, filters, or neurons. It is usually divided into three types:
unstructured [14], [45], semi-structured [17], [38], [36], and struc-
tured [35], [11], [48]. Unstructured pruning, a.k.a. non-structured
pruning or weight-wise pruning, is the finest-grained case that can
quickly achieve a higher compression ratio and accuracy on spe-
cialized hardware. Semi-structured pruning, a.k.a. pattern-based

pruning [36], achieves high accuracy and structural regularity si-
multaneously. Structured pruning removes entire filters [53], chan-
nels [1], [32], Transformer attention heads [35], or even layers [37]
after pruning and does not require specialized hardware. This effi-
ciency gain, however, may lead to a trade-off in accuracy compared
to vanilla models. Recent research efforts have focused on address-
ing this trade-off between efficiency and accuracy in pruning.

For instance, Li et al. [29] assess channel importance by com-
puting the sum of absolute weight values. Alternative channel
pruning methods introduce channel-wise sparsity during training,
subsequently pruning channels with low scaling factors and fine-
tuning the model. Liu et al. [33] minimize the reconstruction error
of feature maps between the pruned and original pre-trained mod-
els. He et al. [21] and Tang et al. [46] highlight that the significance
of channels is strongly influenced by the input data and propose a
method to distinct sub-networks for each input instance. However,
assessing the importance of individual channels in neural networks
is challenging due to the complexity of operations such as activation
functions and batch normalization. One potential approach is to
evaluate a channel’s significance based on the increase of the final
loss caused by its removal. However, this method becomes ineffi-
cient in very deep networks. In such cases, the shallow layers often
exhibit limited discriminative capacity, as the long propagation path
diminishes their influence on the final output.

In contrast to previous studies, we propose BlockWIPG (Block
Weight and Image Perturbation-induced Gradients) which estimates
channel importance based on three factors; (a) Efficient analysis of
intermediate layers or blocks, and a divided computation of inter-
mediate gradient analysis. (b) Examines the contribution of inter-
mediate channels in layers or blocks by observing image variations
through gradients. (c) Assesses channel importance by measuring
changes in intermediate layer or block outputs when small weight
perturbations are introduced. In summary, the main contributions
of this report are two fold:

(1) BlockWIPG: We propose a new pruning methodology that in-
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vestigates the contribution intermediate channels in layer or
block to image variation through gradient-based analysis.

(2) Validation: We present an experimental evaluation conducted
on a dataset for maize leaf disease detection. Results demon-
strate that the propose BlockWIPG enhances the performance of
data-free pruning models and serves as a valuable complement
to existing structured pruning techniques.

2. Related Work
In computer vision, object detection methods balance accu-

racy and efficiency. Two-stage methods excel in accuracy but are
challenging to implement because of the sampling operations in
Region-Of-Interest (ROI) pooling, hindering deployment on edge
devices [23]. One-stage methods are computationally efficient but
cannot achieve high accuracy in some applications [10]. In this
line of researches, this section analyzes combinations of pruning
techniques for enhancing resource-limited crop disease detection
applications.

2.1 Crop Disease Detection
Current techniques in precision agriculture are commonly pre-

ceded by analyzing images captured by devices and sensors to de-
tect crop diseases. The problem of crop disease detection has been
addressed in numerous studies. However, most of them focused
only on the problem of classifying foliar diseases via image clas-
sification mechanism, such as the method by 𝑘-means clustering
and deep learning to detect orange diseases, and predicting their
names from image [25]. Their architectures are designed based on
GoogLeNet’s [42] inception networks and AlexNet [27] for identi-
fying and recognizing apple leaf diseases as proposed by Liu et
al. [31]. Unlike these works, we apply object detection networks to
detect crop diseases on plant leaves.

2.2 Pruning
Pruning simplifies neural networks by removing unnecessary

weights, channels, filters, or neurons. It can be categorized into three
types: unstructured pruning, semi-structured pruning, and struc-
tured pruning. Unstructured pruning [14], [45] removes individual
weights and achieves high compression and accuracy on specialized
hardware. Semi-structured Pruning [17], [38], [36] balances high ac-
curacy with structural regularity. Structured pruning [35], [11], [48]
removes entire filters, channels, Transformer attention heads, or lay-
ers, and does not require specialized hardware. However, it may
reduce accuracy compared to vanilla models. The possible reason
is that unstructured pruning targets individual weights, while struc-
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Fig. 1: Overview of BlockWIPG (Block Weight and Image Perturbation-induced Gradients). It investigates image perturbations and small
weight perturbations gradient-based analysis (𝐺noise, 𝐺KD). Bold grey layers/blocks are pruned. 𝐶𝐼𝑁

𝑖
is the channel’s importance of the

absolute value by measuring changes in the output of intermediate layers or blocks in (a). Fine-tuning is applied to layers or blocks, which can
use data with or without label or annotations to compute (𝐿CL, 𝐿KD). Red block’s are fine-tuned in (b).

3.1 Overview
To identify the channels to prune in the model, specific channels

in intermediate layers may be erroneously retained, despite their lack
of relevance to the network’s discriminative capability. This prob-
lem becomes increasingly pronounced as the depth of the network
increases. Thus we introduce an intermediate computational step to
evaluate and select the subset of channels that are less significant for
removal within the pre-trained model. Figure 1 shows the pipeline
procedure of the proposed method.

a ) Data-free Pruning
BlockWIPG is data-independent; input to the neural network can

be an arbitrary vector in R(𝑐×ℎ×𝑤) . Channel pruning importance
analysis is based on this input, resulting in a data-independent chan-
nel pruning method. The size of the vector is independent of specific
data properties and does not rely on data labelling or annotations.
This vector serves as an auxiliary component for the reconstruction
loss of pruned weights at the intermediate layers or blocks, assisting
in fine-tuning and pruning guidance. Thus, the vector for pruning or
fine-tuning can approximate any future validation sample as shown
in Fig. 1(a).

b ) Data-driven Fine-tuning
BlockWIPG can be applied to labeled data to fine-tune the pruned

model. Fine-tuning is performed in layers or blocks by computing
𝐿CL and 𝐿KD as shown in Fig. 1(b).

3.2 Perturbations in Data-free Pruning
a ) Weight Perturbation
Building on the effectiveness of Taylor expansion-based weight

importance estimation, we define the importance of each channel
by quantifying the impact of slight weight perturbations within the
channel group on the output of intermediate layers or blocks. The
output of the pre-trained model, 𝑀𝜃𝑛 (𝑦 | 𝑥), changes when the
weight 𝜃𝑛 is perturbed to 𝜃𝑛 + 𝛽 , where 𝛽 is a slight weight per-
turbation. This change is approximated by the Kullback-Leibler
(KL) divergence 𝐷KL (𝑀𝜃𝑛 (𝑦 | 𝑥)∥𝑀𝜃𝑛+𝛽 (𝑦 | 𝑥)) between the two
output distributions. The expected KL divergence is;

E𝑥 (𝐷KL (𝑀𝜃𝑛 (𝑦 | 𝑥)∥𝑀𝜃𝑛+𝛽 (𝑦 | 𝑥))) ≈ 𝛽2𝐻𝜃𝑛 +𝑂 (𝛽3), (3)

where 𝐻𝜃𝑛 is the 𝑛-th diagonal value of the Fisher information ma-
trix, defined as:

𝐻𝜃𝑛 = E𝑥∼𝑀 (𝑥 )

[
E𝑦∼𝑀 (𝑦 |𝑥 )

(
𝜕 log 𝑀𝜃𝑛 (𝑦 | 𝑥)

𝜕𝜃𝑛

)2
]
, (4)

As evident from Eq. 3 and Eq. 4, the Fisher information quantifies
the influence of the perturbed weight on the output of the model.
To reduce computational complexity, the following approximation
is applied for the expectation [47], where the importance score 𝐼𝑝

for the 𝑐 within the weight channel is given by:

𝐼𝑝 (𝑐) =
∑︁

𝜃𝑛∈𝑄𝑚
𝑐

(
𝜕 log 𝑀𝜃𝑛 (𝐷𝑠)

𝜕𝜃𝑛

)2
, (5)

where 𝑄𝑚
𝑐 is the 𝑚-th weight within the channel group and

𝜕 log 𝑀𝜃𝑛 (𝐷𝑠 )
𝜕𝜃𝑛

is the mean derivative of the pre-trained model out-
put concerning 𝜃𝑛 over 𝐷𝑠 . It is used to reduce the misalignment
between all perturbed weights and weights of the pre-trained model.

b ) Image Perturbation
Given that BlockWIPG relies on data-free pruning strategy, it

is essential to analyze the sensitivity of the model’s weights within
each channel group to data variations. We hypothesise that the pre-
trained model’s response to such variations can identify the weights
most critical for its predictions. Thus, preserving these channels
can improve the performance and generalisation capability of the
pruned model. Given an image 𝑥 and a sampled noise vector 𝛾

(such as Gaussian noise vector), we compute the difference between
two images 𝑀 (𝑥) and 𝑀 (𝑥 + 𝛾) performed by the pre-trained model
𝑀 (·) using the 𝐿1 distance as:

Lnoise = |𝑀 (𝑥) − 𝑀 (𝑥 + 𝛾) |, 𝑥 ∈ Rℎ×𝑤×3, (6)

where | · | denotes the absolute value, and 𝑤 and ℎ represent the
width and height of the images, respectively. We can compute the
gradients of image noising loss by back-propagating the loss in Eq. 6.
These gradients are represented as:

𝐺noise =

���� 𝜕Lnoise
𝜕𝑊

���� , 𝐺noise ∈ R𝑐i×𝑐o×𝑘1×𝑘2 , (7)

where 𝑐i and 𝑐o represent the number of input and output channels,
and 𝑘 the kernel size of 𝑊 , respectively. To mitigate the impact of
noisy outlier gradients caused by image perturbations from Eq. 7, we
employ an average-based scoring mechanism. Specifically, for each
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image perturbations, we calculate the average gradient magnitudes
across N perturbations and use these values to adjust the induced gra-
dients for the learnable weights within each channel group. Thus,
the importance score 𝐼𝑛 (𝑐) ∈ R1 of a channel 𝑐 based on image
perturbations can be defined as:

𝐼𝑛 (𝑐) =



E𝑧 (𝑐)E𝑑 (𝑐)

[
(𝐺noise − E𝑑 [𝐺noise])2

]
𝑐





1
, (8)

where E𝑑 [𝐺noise] denotes the gradient compensated of the original
image vector 𝑥, and [·]2 denotes element-wise square. Given this,
the overall importance score for each channel can be determined by
performing an element-wise addition of the terms in Eq. 5 and Eq. 7.
Therefore, the final channel importance can be defined as:

I𝑚 (𝑐) = 𝐼𝑛 (𝑐) + 𝐼𝑝 (𝑐). (9)

As a result, we identify the channel groups to prune by ranking the
channels according to their importance scores (Eq. 9). Subsequently,
we remove a specified percentage of the channels associated with the
groups exhibiting the lowest importance values, as defined in Eq. 2.

c ) Computational Efficiency
We use the number of Multiply-And-Accumulate (MAC) opera-

tions to evaluate accuracy-efficient trade-offs by Eq. 10 in a single
convolution layer.

MAC = 𝑛𝑐𝑖ℎ𝑜𝑤𝑜𝑘ℎ𝑘𝑤𝑐𝑜, (10)

where 𝑐𝑖 and 𝑐𝑜 are the input and output channel size, ℎ𝑜 and 𝑤𝑜

are the output height and width, 𝑘ℎ and 𝑘𝑤 are the kernel height and
width, and 𝑛 is the batch size, respectively. When the channel prun-
ing is applied, the terms 𝑐𝑖 and 𝑐𝑜 are affected so that 𝑐′

𝑖
= 𝑐𝑖 (1− 𝑠)

and 𝑐′𝑜 = 𝑐𝑜 (1 − 𝑠), where 𝑠 is the pruning sparsity.

4. Experimental Evaluation
This section presents a comprehensive evaluation of the perfor-

mance of the proposed algorithm to demonstrate that models pruned
by the proposed method can reduce the memory footprint efficiently
and accelerate the inference with a negligible accuracy drop. We be-
gin by outlining the experimental setup and implementation details.
Subsequently, we compare the proposed pruning method, evalu-
ated across various state-of-the-art method on the ILSVRC2012 [27]
dataset. Finally, we conduct two systematic ablation studies to gain
insights into the key properties and contributions of the proposed
method.

4.1 Settings
a ) Dataset
We selected maize leaf from three disease classes, namely, North-

ern corn Leaf Blight (NLB), Fall ArmyWorm (FAW), and Maize
Streak Virus (MSV). The dataset comprises four different public
datasets; more than 18,222 images annotated with 105,735 NLB
lesions were collected in the USA by Wiesner-Hanks et al. [49],
and 15,468 images annotated with FAW and MSV were collected
across three Sub-Saharan African countries (Ghana [8], Uganda [2],
and Namibia [3]). The resolution of the images in the training and
validation sets is down-sampled to 512 x 512 pixels. A large image
with a resolution of 4, 032 × 3, 024 pixels is also used to measure
the inference time. The dataset is split into three sets: training, val-
idation, and test in the proportion of 70 : 20 : 10. The training and
validation sets are used to train and validate the pre-trained model,
and the validation and test sets are applied to reconstruct and test
the pruned model. Furthermore, we extend the experiments on the
ILSVRC2012 [27] dataset.

b ) Metrics
We measure the network efficiency in five dimensions; Infer-

ence Time, Multiply-And-Accumulate (MAC), FLOPS, Parameters

Table 1: Effect of pruning Faster-RCNN [41] with ResNet-50 [20]
and ConvNeXt [34] backbones in crop disease dataset.

ResNet-50 [20] ConvNeXt [34]

Pruning Ratio 0% 10% 20% 0% 10% 20%

Inference [ms] 1,985.70 1,814.95 1,644.20 1,995.9 1,796.01 1,596.12
MACs [M] 177,346 159,6118 141.879 178,144 160,330 142,515
FLOPS [M] 354,693 319,229 283,756 353,288 317,662 282,049
Param [M] 41.31 37.18 33.05 41.30 37.04 33.01
Top-1 (mAP@50) 46.72 46.70 46.65 42.73 42.73 42.71
Top-1 (F1-Score) 97.68 94.28 94.58 95.78 94.11 97.18

(Param), and Accuracy. The Inference Time (Inference) is the time
needed to make a prediction, and short time indicates that the model
runs faster. To quantify the computational efficiency, we measure
MAC for a single forward pass of the model using Eq. 10. Besides
MAC, FLOPS are operations that consume most of the energy dur-
ing inference. In terms of accuracy, F1-Score and Mean Average
Precision (mAP) are used. F1-Score is the harmonic mean of pre-
cision and recall for the optimized confidence score threshold. In
contrast, mAP summarizes the global trade-off between precision
and recall. We apply mAP@50 considering the nature of some crop
diseases being detected exhibits distinct and well-defined symptoms,
making them easier to detect. The Param measures the storage of
network weights, and a smaller size leads to a better memory foot-
print. However, certain diseases have more diffuse symptoms and
vary in appearance, making detecting them challenging.

c ) Implementation Setup
We performed inferences for a large Red, Green, and Blue (RGB)

image with the size of 4, 032 × 3, 024 pixels on an NVIDIA RTX
A6000 GPU and an Intel Core i9 CPU (2.3GHz 8-core). We test
this method on object detector; Faster R-CNN [41] under ResNet-
50 [20] and ConvNeXt [34] backbones, implemented by PyTorch.
After pruning, the model, is reconstructed block by block to recover
the accuracy. Batch sizes 32 and 10 epochs, Adam optimizer [26],
and the initial learning rate 0.003 were used.

4.2 Results
Table 1 shows the results for the detector model with differ-

ent backbones and pruning ratio. Before being pruned, the model
achieved Top-1 (mAP@50) 46.72% and 46.65%, and Top-1 (F1-
Score) 97.68% and 95.78% on ConvNeXt [34] and ResNet-50 [20]
backbones, with Faster R-CNN [41] detector, respectively.

a ) Performance on ResNet-50 and ConvNeXt Backbones
The pruned ResNet-50 and ConvNeXt backbones demonstrated

consistent trends in performance and efficiency. At a pruning ratio
of 10%, the pruned models exhibited a marginal decrease in ac-
curacy, with a reduction of 0.02% and 0.0% in Top-1 (mAP@50),
and 3.4% and 1.67% in Top-1 (F1-Score), respectively, compared to
the pre-trained models. However, it achieved significant efficiency
improvements, including 11% and 12% reductions in parameters,
FLOPS, and MAC, as well as a 9% and 11% reductions in Inference
for ResNet-50 and ConvNeXt Backbones, respectively. Similarly, at
a pruning ratio of 20%, the pruned models showed a slight accuracy
decline, with reductions of 0.07% and 0.02% in Top-1 (mAP@50),
and 3.1% and 1.4% in Top-1 (F1-Score), while further enhanc-
ing efficiency. This includes 25% and 25% reductions in Param,
FLOPS, and MAC, along with 21% and 25% reductions in Infer-
ence for ResNet-50, and ConvNeXt backbones, respectively. These
results highlight the trade-off between minimal accuracy loss and
substantial computational efficiency gains through pruning.

b ) Comparison to the State-of-the-art
We extensively compare the proposed BlockWIPG across various

pruning ratios. Notably, BlockWIPG consistently outperformed the
other methods based on data-free or data-driven pruning. We bench-
mark against the state-of-the-art methods such as SynFlow [45],
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Table 2: Image classification results by ImageNet [27] with ResNet-
50 [20].

(a) Data-free pruning

Vanilla Pruned

Method Top-1 20% 36%

Random [16] 76.20 75.20 (−1.00) 74.90 (−1.87)
Magnitude [16] 76.20 76.08 (−0.12) 75.09 (−1.11)
SynFlow [45] 76.20 76.10 (−0.10) 75.12 (−0.76)
BlockWIPG(ours) 76.13 76.05 (−0.08) 75.38 (−0.75)

(b) Data-driven pruning

Vanilla Pruned

Method Top-1 Top-5 Top-1 (△) Top-5 (△) FLOPS

DTP [50] 76.13 - 74.26 (−1.87) - 67.3
OTOv1 [4] 76.13 92.86 74.70 (−1.43) 92.10 (−0.76) 64.5
OTOv2 [5] 76.13 92.86 74.30 (−1.83) 92.10 (−0.76) 71.5
ATO [51] 76.13 92.86 74.77 (−1.36) 92.25 (−0.61) 71.0
BlockWIPG(ours) 76.13 92.86 74.98 (−1.15) 92.49 (−0.37) 71.0

Table 3: Ablation study: Pruned Faster-RCNN [41] with backbone
ResNet-50 [20] on validation set in crop disease dataset.

Top-1 mAP@50 / F1-Score in [%]

Pruning Ratio 10% 20%

I𝑚 46.70 / 94.28 46.65 / 94.28
I𝑛 43.65 / 93.18 43.55 / 93.15
I𝑝 42.42 / 92.88 42.33 / 92.87

DTP [50], and ATO [51]. Tables 2a and 2b summarize the re-
sults for Top-1 accuracy, demonstrating the improvements achieved
by BlockWIPG compared to baseline pre-trained models. For in-
stance, as shown in Table 2a, at the 20% pruning ratio, only Syn-
Flow [45] outperformed BlockWIPG. While, at the 36% pruning
ratio (which we followed the pruning ratio of the state-of-the-art
methods), BlockWIPG outperformed all pruning methods. This
highlights the effectiveness of BlockWIPG, especially in data-free
pruning. Moreover, in data-driven scenarios shown in Table. 2b,
BlockWIPG outperformed most pruning methods in Top-1 and Top-
5 accuracies, expect for OTOv2 [5] and ATO [51] in FLOPS.

c ) Effect of Channel Importance
We conducted an ablation study to evaluate channel importance

by examining two key aspects; analyzing the contribution of inter-
mediate channels to image variation using gradient-based methods,
and measuring changes in the output of intermediate layers or blocks
when small weight perturbations are applied. As shown in Table 3,
the proposed channel importance metric, I𝑚, demonstrated consis-
tent accuracy improvements across all pruning ratios. This indicates
that 𝐼𝑚 consistently outperformed the alternative metrics 𝐼𝑛 and 𝐼𝑝 ,
in all experimental settings, highlighting its robustness and effec-
tiveness.

5. Conclusion
We proposed a new model pruning method BlockWIPG, for de-

tecting maize diseases in in-field images with difficult backgrounds
in distinct complex object detection network architectures. Block-
WIPG realized data-free pruning by applying image and weight per-
turbations. We noted that 20% was the most suitable pruning ratio
for the tested dataset because it better balanced F1-Score, detector,
and efficiency in the two backbones tested. As future work, we
will analyze the effect of FLOPS, power, and Inference on different
devices, especially on mobile devices.
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